SparStencil: Retargeting Sparse Tensor Cores to Scientific Stencil
Computations via Structured Sparsity Transformation

QiLi
University of Science and Technology
of China
Hefei, China
ligi123@mail.ustc.edu.cn

Kun Lif
Microsoft Research
Beijing, China
likungw@gmail.com

Haozhi Han"
School of Computer Science
Peking University
Beijing, China
haozhi.han@stu.pku.edu.cn

Liang Yuan Yunquan Zhang Yifeng Chen
Chinee Academy of Sciences University of Chinese Academy of School of Computer Science

Beijing, China Sciences Peking University

yuanliang@ict.ac.cn Beijing, China Beijing, China
zyq@ict.ac.cn yifeng.chen@pku.edu.cn
Junshi Chen Hong An Ting Cao
University of Science and Technology = University of Science and Technology Tsinghua University

of China of China Beijing, China

Hefei, China
cjuns@ustc.edu.cn

Hefei, China
han@ustc.edu.cn

tingcao@mail.tsinghua.edu.cn

Mao Yang
Microsoft Research
Beijing, China
maoyang@microsoft.com

Abstract

Sparse Tensor Cores offer exceptional performance gains for Al
workloads by exploiting structured 2:4 sparsity. However, their
potential remains untapped for core scientific workloads such as
stencil computations, which exhibit irregular sparsity patterns.
This paper presents SparStencil, the first system to retarget
sparse TCUs for scientific stencil computations through structured
sparsity transformation. SparStencil introduces three key tech-
niques: (1) Adaptive Layout Morphing, which restructures stencil
patterns into staircase-aligned sparse matrices via a flatten-and-
crush pipeline; (2) Structured Sparsity Conversion, which formu-
lates transformation as a graph matching problem to ensure com-
patibility with 2:4 sparsity constraints; (3) Automatic Kernel Gener-
ation, which compiles transformed stencils into optimized sparse
MMA kernels via layout search and table-driven memory mapping.
Evaluated on 79 stencil kernels spanning diverse scientific domains,
SparStencil achieves up to 7.1x speedup (3.1x on average) over
state-of-the-art framework while reducing code complexity and
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matching or exceeding expert-tuned performance in both compute
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1 Introduction

The rapid ascent of artificial intelligence (AI) workloads has fun-
damentally reshaped the computing landscape. Modern accelera-
tors—especially GPUs—are now engineered not for general-purpose
computing, but to saturate the needs of Al-native operations, such
as matrix multiplications with structured sparsity. At the heart
of this shift are Sparse Tensor Cores, which exploit fine-grained
sparsity patterns (e.g., 2:4 sparsity) to skip redundant zero-element
computations and significantly boost performance.
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Yet, scientific computing has largely remained on the periphery
of this acceleration revolution. While sparse TCUs have become a
cornerstone of Al performance, their capabilities remain underuti-
lized in scientific applications, where data and compute structures
diverge sharply from those in Al This disconnect reflects a deeper
tension: hardware is evolving toward Al-native execution models,
but science remains anchored in patterns that predate them.

Nowhere is this divergence more evident than in stencil compu-
tations, the backbone of applications such as fluid dynamics [20, 25],
weather prediction [1, 5], and earth modeling [21]. These computa-
tions iteratively update grid values based on local neighborhoods
and account for over 75% of the runtime in long-running simula-
tions [11]. Their ubiquity and cost have earned them recognition
as one of the “seven dwarfs” of scientific computing [2, 3, 23].

However, stencil computations yield clustered, irregular sparsity
patterns that fundamentally differ from the dense or uniformly
sparse structures seen in Al. When mapped into matrix formats
for GPU acceleration, these patterns often lead to dense mask-
ing, padding, and inefficient memory access—all of which violate
the alignment constraints of sparse TCUs and degrade utilization.
Prior approaches have largely focused on suppressing this sparsity
through dense emulation, missing the opportunity to align it with
the execution model of sparse TCUs.

This paper asks a fundamental question: Can we reimagine sci-
entific computing not as a victim of hardware divergence but as a
domain whose latent structure can be transformed to align with
Al-native accelerators?

We argue yes. And we answer with SparStencil, a stencil com-
puting system that retargets sparse tensor cores originally designed
for AI workloads to accelerate scientific stencil computations. In-
stead of coercing stencil computations into dense formats, SparS-
tencil embraces their clustered sparsity, restructures it into 2:4-
compatible formats, and compiles it into optimized sparse TCU
kernels—automatically and portably.

SparStencil is guided by four key insights that reshape how
stencil sparsity can be efficiently exploited on sparse tensor cores. (1)
Sparsity is not overhead—it’s alignment potential. Prior approaches
treated stencil-induced sparsity as overhead to be suppressed in
order to fit dense compute units. Instead, we view this sparsity as an
alignment opportunity for specialized sparse execution. (2) Residual
sparsity is a leverage point. Despite masking and padding, stencil
workloads retain high residual sparsity (50-80%). These conditions
are poorly handled by dense TCUs but can be harnessed by sparse
TCUs once the structure is exposed. (3) The irregularity does not
mean a lack of structure. Though irregular at first glance, stencil-
induced sparsity exhibits consistently clustered spatial patterns.
These can be systematically reshaped into alignment-friendly forms
with the right abstraction and transformation. (4) Structure-aware
compilation closes the loop. Exploiting sparse TCUs demands more
than format conversion—it requires compilers that understand and
reason over structure, automating the path to performance.

To realize these insights, SparStencil consists of three tightly
integrated stages:

First, Adaptive Layout Morphing reformulates diverse stencil pat-
terns into unified matrix-matrix representations through a two-step
flatten-and-crush pipeline. It systematically eliminates redundant
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data accesses while exposing staircase-aligned sparsity, a regu-
larized layout pattern that serves as the structural backbone for
downstream hardware-oriented transformations.

Second, Structured Sparsity Conversion transforms staircase-
aligned sparsity into 2:4-compatible formats required by sparse
TCUs. It is achieved by formulating a column-wise conflict graph,
where nodes represent matrix columns and edges encode alignment
violations. A hierarchical two-level matching algorithm is then
applied to resolve conflicts, ensuring valid 2:4 alignment while
minimizing zero-padding and maximizing TCU utilization.

Third, Automatic Kernel Generation compiles the transformed
computation into high-performance sparse MMA kernels. It in-
tegrates layout exploration, table-driven memory mapping, and
code synthesis into a fully automated backend, delivering expert-
level performance without manual tuning or architecture-specific
reengineering.

We evaluate SparStencil across 79 real-world stencil kernels
drawn from a wide spectrum of application domains, including par-
tial differential equation solvers, fluid dynamics, lattice Boltzmann
methods, phase field models, and geophysical simulations. Com-
pared to state-of-the-art baselines, SparStencil achieves an average
3.1x speedup, peaking at 7.1x, while significantly reducing code
complexity. Our automatic compiler approach matches or exceeds
manually optimized expert code in both compute throughput and
memory efficiency.

To our knowledge, SparStencil is the first system to map sci-
entific stencil computations onto sparse Al accelerators—not by
tuning low-level kernels but by structurally rethinking how sten-
cil workloads are represented and executed. This transformation
retargets sparse Tensor Cores to scientific domains, and lays the
groundwork for a broader shift toward accelerator-centric design
for scientific computing.

2 Background and Challenges

2.1 Sparse Tensor Core

Sparse Tensor Core is a cutting-edge hardware architecture specif-
ically designed to accelerate sparse matrix multiplication, as de-
scribed in Equation 1.

Dmxn = (Amxk ©) mek) X Bisn + Cmxn (1

where M, is a binary mask matrix in which each group of 4
consecutive elements in a row contains exactly 2 elements equal
to 1 and 2 elements equal to 0. This constraint, referred to as 2:4
sparsity, is represented as follows:

4
Mi4j41-4 € {0,1} and ZMi,4j+lf4 =2 @)
=1
While sparse TCUs strictly enforce this 2:4 sparsity pattern, sub-2:4
patterns (0:4 and 1:4) can still be processed. This is achieved by
treating one or two elements in the 4-element block as nonzero,
even if they are zero. Since multiplying by zero does not affect the
result, this approach preserves computational correctness.

At the hardware level, there is an additional constraint; sparse
TCUs partition matrices into uniformly sized fragments for compu-
tation. Regardless of matrix size variations, these fragments remain
fixed (e.g., 16 X 16 X 8, 16 X 32 X 8). [33]
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Despite the stringent 2:4 sparsity constraints and invariant frag-
ment size limitations imposed by sparse TCUs, it offers substantial
computational potential. Across all supported data types (FP16,
BF16, and TF32), sparse TCUs achieve up to 32x speedup over tra-
ditional Fused Multiply-Add (FFMA) operations and consistently
deliver 2x the performance of dense TCUs, presenting a substan-
tial opportunity to accelerate fundamental operators in traditional
scientific computing domains, such as stencil computations. [32]

2.2 Stencil Computation

Stencil computations play a critical role in numerous scientific and
engineering applications, which are extensively involved in various
domains from physical simulations to machine learning. Stencil is
also included as one of the seven computational dwarfs presented
in the Berkeley View and arises as a principal class of floating-point
kernels in high-performance computing.

A stencil contains a pre-defined pattern that updates each point
in a d-dimensional spatial grid iteratively along the time dimen-
sion. These patterns are typically categorized into two main types:
star and box stencils. In a star stencil, the computation involves
a weighted sum of the central point and its neighboring points
along individual dimensions. Conversely, a box stencil computes
the weighted sum over a neighborhood that forms a square or cube
around the central point in 2D or 3D, respectively.
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Figure 1: Architectural mapping challenges of stencil compu-
tations on TCUs. (a) Naive matrix-vector mapping achieves
only 12.5% compute utilization (% active columns) on an 8 X 4
TCU fragment due to rigid dataflow constraints. (b) The clus-
tered sparsity and structured sparsity in TCUs.

2.3 Divergence and Opportunities

Sparse TCUs have provided dedicated acceleration for the most
fundamental matrix multiplication operations in the Al field. How-
ever, essential scientific operators such as stencil, face significant
challenges in effectively harnessing Al-specific accelerators like
TCUs, despite its immense computational potential being a highly
valuable yet underutilized resource.
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For instance, a direct translation of stencil computations to naive
matrix-vector multiplication via a canonical im2row-style approach
exhibits severely low accelerator utilization. As shown in Figure
1(a), 87.5% columns are wasted due to the fixed fragment dimensions
inherent in TCU architectures.

Fortunately, some efforts have already been made to bridge this
divergence by mapping stencil computations onto dense TCUs,
such as TCStencil and ConvStencil. However, these adaptations
inevitably introduce more than 50% clustered sparsity, leading to
the underutilization of more than half of the TCU’s computational
throughput. The clustered sparsity, as illustrated in Figure 1(b), refers
to sparsity patterns containing contiguous regions with excessive
zero concentrations that violate the structured sparsity require-
ments (2:4 sparsity) of sparse TCUs.

While clustered sparsity has traditionally been seen as a barrier
to dense TCUs, it offers a unique opportunity in the context of
sparse TCUs. If we can convert the clustered sparsity of the matrix
into structured 2:4 sparsity, we can seamlessly integrate sparse
TCUs into stencil computations. Instead of focusing on eliminating
zero elements, this approach enables us to leverage the hardware to
significantly increase computational density. Consequently, rather
than viewing sparsity as a limitation, we propose that it should be
seen as an opportunity to harness the capabilities of sparse TCUs,
unlocking new pathways for stencil computations.

Flattening
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Figure 2: Example of the stencil flattening process.

2.4 Challenges

Despite the opportunity, systematically and efficiently mapping
stencil computations with various stencil kernels onto sparse TCUs
is not a straightforward task. In this subsection, we outline and
discuss three key challenges:

Firstly, how can we map stencil kernels onto TCUs with low redun-
dancy and sparsity-awareness? The matrix-based transformation of
stencil computations inherently introduces extensive duplication,
as sliding-kernel overlap causes each input element to appear re-
peatedly across the matrix, leading to significant memory overhead.
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Moreover, existing works (e.g., TCStencil and ConvStencil) lack
sparsity awareness, resulting in irregular patterns that cannot be
aligned with sparse TCUs. Lacking the ability to restructure such
sparsity into a usable form, they often choose to ignore it entirely
and fall back to dense computation.

Secondly, how can we convert sparsity into the fine-grained struc-
tured patterns required by sparse TCUs? Sparse TCUs demand element-
level alignment: every row must contain exactly two non-zeros
within each four-element group. Yet stencil sparsity emerges from
coarse-grained, spatially entangled structures that defy such reg-
ularity. This mismatch in granularity makes element-wise adjust-
ment infeasible—nonzeros cannot simply be shuffled without cor-
rupting stencil semantics. At the same time, coarse layout modifi-
cations—such as reordering rows or columns—often introduce cas-
cading disruptions, where changes in one region break alignments
elsewhere. As a result, even small transformations risk destabilizing
the entire sparsity layout.

Thirdly, how can we automatically generate highly optimized
CUDA kernels with optimal layout mapping? Stencil kernels admit a
vast space of layout-to-execution mappings, each inducing distinct
sparsity patterns, memory traffic, and alignment constraints. This
space is too large and irregular for manual tuning, forcing existing
TCU-based methods to rely on hand-tuned schedules tailored to
specific kernel sizes. Moreover, the intricate interplay between
sparsity patterns, TCU constraints, and kernel performance metrics
also presents a significant challenge in defining the search space
for identifying the optimal layouts that maximize TCU utilization.

3 SparStencil

In this section, we will provide a detailed introduction to SparS-
tencil. It is a novel approach that leverages sparse TCUs for stencil
computations for the first time, extending the boundaries of sparse
TCUs for stencil computation.

3.1 Adaptive Layout Morphing

Adaptive Layout Morphing is designed with two fundamental ob-
jectives: (1) to reformulate stencil computations into matrix repre-
sentations flexibly, and (2) to implement a sparsity-aware strategy
that refines clustered sparsity into a more structured, staircase-like
sparsity pattern while consolidating consecutive redundant ele-
ments. These objectives are achieved through Stencil Flattening and
Duplications Crush, respectively.

Stencil Flattening generalizes the transformation of stencil com-
putations—originally incompatible with TCU—into a unified vector-
matrix multiplication format suitable for TCUs. Specifically, the
approach unfolds the stencil kernel weights into a single-row vector,
the kernel vector, while simultaneously reshaping each region of the
input data covered by the sliding kernel into corresponding column
vectors. Concatenating these column vectors row-wise forms the
input matrix. Consequently, stencil computations, previously exe-
cuted as repeated weighted summations, become a vector-matrix
multiplication. Figure 2 illustrates the stencil flattening process for
a 3 X 3 kernel applied to a 5 X 5 input matrix.

However, directly applying stencil flattening to TCUs often leads
to low hardware utilization, as the kernel vector occupies only one
row of the TCU fragment, leaving other rows unused. Moreover, this
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Figure 3: The distribution of duplicates after stencil flatten-
ing. (a) The horizontal duplicate distribution at the element
level within a sub-matrix. (b) The vertical duplicates distri-
bution between sub-matrices at the sub-matrix level.

transformation inherently generates significant redundancy: the
input matrix contains numerous duplicated elements, aggravating
memory-bound constraints inherent in stencil computations.

To address these issues, we introduce Duplicates Crush.! By
crushing redundant elements within the input matrix, it adaptively
transforms the vector-matrix multiplication into matrix-matrix mul-
tiplication according to the TCU fragment size while intentionally
guiding a staircase-like sparsity pattern, laying the groundwork
for the subsequent transformation. The Duplicates refers to the
element duplicates caused by the horizontal and vertical sliding of
the kernel in stencil computations, which can be categorized along
the two directions into two types: horizontal duplicates and vertical
duplicates.

!The inspiration for Duplicates Crush comes from the game Candy Crush, where
elements are eliminated in a similar manner. Here, we analogously eliminate duplicates.
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The horizontal duplicates are illustrated in Figure 3(a). During
horizontal sliding, the stencil kernel repeatedly covers certain el-
ements due to overlapping regions at adjacent positions. These
repeated elements are reflected in matrix B’ after Stencil Flattening,
such as Ip; and Ipz, I11 and I2, as well as Iz1 and Ipp. In Figure 3(a),
B’ is partitioned into three submatrices, where each B; consists
solely of elements from the i-th input row. Due to horizontal ker-
nel sliding, adjacent kernels in Figure 3(a) share two elements per
row. This overlap induces horizontal duplicates in B, with adjacent
columns in each B; sharing two identical elements. Generally, these
horizontal duplicates can be mathematically expressed as:

Bi(i+1,j)=B;(i,j+1) (3

where B; € Rkx(n-k+l) B ¢ RK*X (m—k+1) (n=k+1) apq B;is a
submatrix of B.

The vertical duplicates are caused by the vertical sliding of the
stencil kernel. As illustrated in Figure 3(b), elements from the first
row and the second row are covered simultaneously by these adja-
cent kernels. After flattening, these repeated elements appear as
submatrices in B/, where the elements from the first row become
submatrix B; and the elements from the second row become subma-
trix By. Viewing the matrix B’ as consisting of submatrix B;, each
composed of the elements from the i-th row, the vertical redun-
dancy in B’ manifests as duplication between these submatrices.
Mathematically, this can be expressed as:

B B ;1 (4)

where B; j denotes the element located at the (i, j) position within

/ —_—
i+l,j —

the submatrix of B'.

After analyzing the distribution of duplicates, we now introduce
the Duplicates Crush. It eliminates the duplicates in matrix B’ after
Stencil Flattening, while expanding the vector A into a matrix A’ and
intentionally introducing a staircase-like sparsity pattern within
A to prepare for the transformation. Similar to how duplicates are
distributed, the crushing procedure is categorized along the stencil
kernel’s two sliding directions: horizontal and vertical.

We begin with horizontal duplicate crushing, as characterized
in Equation 3. Since these duplicates are confined within each sub-
matrix B; of B, it suffices to illustrate the process at the sub-matrix
level for uniform application across all B;. The procedure, illus-
trated in Figure 4(a), proceeds as follows: (1) Consider the flattened
matrices A’ and B’ in sub-matrix form, and select Ay and By as rep-
resentative examples. (2) In By, duplicate values appear diagonally
across columns. These are eliminated by retaining one representa-
tive per group and reorganizing the unique entries into a single-
column format. (3) Concurrently, Ay is vertically expanded into
multiple rows with deliberate zero-padding to align with the new
structure, forming a staircase-like sparsity pattern. Although not
directly compatible with sparse TCUs, the staircase pattern imposes
a regular layout that facilitates the subsequent transformation.

We next describe vertical duplicate crushing, which targets du-
plicates across sub-matrices in B’, as defined in Equation 4. The
crushing process is again applied at the sub-matrix level, as illus-
trated in Figure 4(b), and proceeds as follows: (1) After the hori-
zontal duplicate crushing, vertical duplicates in B’ exhibit diagonal
alignment at the sub-matrix level, similar to the horizontal case.
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trates the horizontal duplicates crush at the element level
within a sub-matrix. Figure (b) shows the vertical duplicates
crush between sub-matrices at the sub-matrix level.

(2) Redundant sub-matrices across the three columns are removed,
retaining one representative per group. The remaining sub-matrices
are then reorganized into a single column structure. (3) Meanwhile,
A is similarly expanded into multiple rows at the sub-matrix level.

The above procedures illustrate both horizontal and vertical
duplicate crushing. In general, horizontal crushing can be applied
to every r; columns within each B;, while vertical crushing merges
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every rz columns of B’. The values of r; and r; are determined
during the subsequent layout exploration phase.

3.2 Structured Sparsity Conversion

Although Adaptive Layout Morphing guides sparsity into a staircase-
like structure, the resulting pattern remains irregular and violates
the 2:4 constraint required by sparse TCUs. To bridge this gap, we
propose Structured Sparsity Conversion, a general transformation
that reorganizes intermediate sparsity into a hardware-aligned 2:4
format.

A core component of this process is the Permutation Invariant
Transformation (PIT), which preserves computation semantics dur-
ing layout reordering. PIT simultaneously permutes the columns
of A and the corresponding rows of B along the k-dimension,
ensuring the result of A X B remains unchanged. Formally, let
A=[ay,...,ar] € R™*and B =[b];...;b]] € R¥*". Then,

Cc= Za, —Zami)b;(i), )
i=1

guaranteeing that the multlphcatlon remains invariant under any
shared permutation $—a crucial property for enabling valid sparse
pattern adaptation.

While PIT guarantees correctness, not all permutations yield
valid 2:4 structured sparsity. To make the search space tractable, we
observe that the 2:4 constraint can be equivalently expressed as a
composition of 1:2 and 0:2 subpatterns (Section 2.1). This motivates
the core problem of Structured Sparsity Conversion: finding a per-
mutation P that rearranges nonzeros into conflict-free 1:2 or 0:2
groupings while minimizing padding. We formalize this as follows:

Given a matrix A’ € R™*" derived from layout morphing with
parameters (r1, rz), we construct an augmented matrix A; ad €

R™*(n+P) by appending p zero columns. The goal is to find a per-
mutation P such that the transformed matrix A” = P (A’) satisfies
a 1:2 or 0:2 sparsity pattern while minimizing p. We model this as
a graph-theoretic matching problem:

DEFINITION 1 (CONFLICT GRAPH). Given A’ € R™*" jts conflict
graph is G = (V,E), where V = {v;}_ | represents the columns of A’,
and (v;,vj) € E if and only if 3r € [m] such that A’[r,i] # 0 and
A’[r, j] #0.

DEFINITION 2 (AUGMENTED MATCHING GRAPH). Given zero columns
Z={z,..., zp}, the augmented graph is G’ = (VU Z,E), where E
is inherited from the original conflict graph and no additional edges
are introduced.

DEFINITION 3 (VALID MATCHING). A matching M C (VLZJZ) is
valid if it satisfies: (i) coverage: eachv € V appears in exactly one

edge in M; and (ii) conflict-freedom: M N E = 0.

PROBLEM 1 (MINIMUM ZERO-COLUMN MATCHING). Find the min-
imal p € N such that a valid matching M C (VLZJZ) exists in

G’ =(VUZE), with|Z| =
To solve the problem, we introduce the following definition:

DEFINITION 4 (k-STAIRCASE MATRIX). A matrix A’ € R™*" has
the k-staircase property if:

A'lr,c] #0 & r<c<r+k-1 (Vr,c€[n])
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algorithm.

where [n] :={0,1,...,n — 1} denotes indices.

As described in Section 3.1, the matrix A’ can be partitioned
into blocks {A’; j}, exhibiting a self-similar k-staircase structure:
(i) Global Staircase: treating each block A’; ; as a scalar, the block-
level matrix satisfies the k-staircase property; (ii) Local Staircase:
each nonzero block A’; ; individually satisfies the same property.
Figure 5 (a) illustrates this self-similarity.

The self-similar structure of A’ induces two levels of conflict
graphs, as illustrated in Figure 5 (b): (i) Global Conflict Graph G =
(V, E): each node corresponds to a block column A’. ;, with (i, j) €
Eiff 3r such that A’); # 0 and A’} j # 0; (ii) Local Conflict Graph
G; = (Vi,E;): each node corresponds to a column in B’;, with
(p,q) € E; iff 3r such that A’; j[r,p] #0and A’ ;[r,q] #0.

After constructing two-level conflict graphs, the following theo-
rem can be derived based on the k-staircase property:
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THEOREM 1 (NON-CONFLICT PROPERTY). Let A’ be a mairix with
a staircase pattern and its conflict graph G = (V, E). Then any two
nodes separated by at least k hops are conflict-free:

Vie[n=3], (cj.cjps) ¢E foralld >k
Proor. Conflict free: By the staircase offset, columns cj and ¢, 5
satisfy:
Vr,A'[r,cj] #0 = A'[r,cjs5] =0

Thus, no shared nonzero rows exist. m}

With Theorem 1, we propose Hierarchical Two-Level Matching
to solve the Problem 1, which is shown in Algorithm 1. The process
of Algorithm 1 is shown in Figure 5(c). Furthermore, Theorem 2
establishes the correctness and optimality of this algorithm.

THEOREM 2 (CORRECTNESS AND OPTIMALITY). Let M be the
matching returned by Algorithm 1, and let Z be the set of inserted zero-
columns. Then: (i) Validity: for all (v;,v;) € M, we have |j —i| > k;
(it) Minimality: |Z| = p achieves the minimum value in Problem 1.

Proor. (i) Validity. Let (u,0) € M.If (G;,Gj) € My, then j—i =
s1 > k;if (v, 0j) € M, then j —i = s > k. Hence, all matched
pairs satisfy |j — i| > k. (ii) Minimality. Since all subgraphs are
structurally identical, it suffices to analyze a single subgraph G;
of size g. If k < |g/2], then: when ¢ is even, a perfect matching
exists; when odd, exactly one node remains unmatched—this is
trivially optimal. If k > |g/2], the algorithm pairs vy,...,04_f
with vpq, ..., 04, matching g — k nodes. Assume a better matching
M’ exists. Validity requires j > i +k = i < g — k for any pair
(i, j) € M/, so no pair with i > g — k can exist, contradicting the
assumption. Thus, the matching is optimal. o

Theorem 2 ensures that Algorithm 1 achieves both correctness
and optimality with linear complexity O(|V]), since each vertex
is traversed at most once. While this is guaranteed under the k-
staircase assumption, our approach remains broadly applicable
even when the input deviates from this structure. In such cases,
the same conflict graph formulation allows us to fall back to the
classical Blossom algorithm [12] to compute maximum matchings
over arbitrary sparsity patterns. Despite its worst-case complexity
of O(|E||V|?), the Blossom algorithm remains practical in our set-
ting, as real-world stencil kernels typically yield small and sparse
conflict graphs.

3.3 Automatic Kernel Generation

Despite methods for leveraging sparse TCUs, manual tuning for
sparse TCUs is both labor-intensive and inherently suboptimal due
to the high variability of stencil kernels and TCU fragments. To
address this issue, we propose Automatic Kernel Generation, a com-
piler framework that enables end-to-end scheduling through two
phases: (1) layout exploration dynamically determines the optimal
data layout by automatically searching over a tunable space, mini-
mizing memory transfer overhead while maximizing computational
density. (2) Code Generation emits expert-level CUDA kernels via
metadata-driven sparse MMA, lookup-based memory mapping, and
double-buffered pipelines, consistently outperforming hand-tuned
implementations.
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Algorithm 1: Hierarchical Two-Level Matching

Input: Global graph G with n nodes, subgraph size g,
stencil size k
Output: Perfect matching M
1 Initialize m « n/g, s; < max(|m/2],k), M1 « 0;

2 fori=0tom—1do
3 if G; unmatched and i + s; < m then

4 | My = My U{(Gi, Gixs,) s

5 Initialize My « 0, sy < max(|g/2], k);
6 for each unmatched Gy do
7 foru=0to |V(Gx)|—1do

8 U — U+s;

9 if o¥ unmatched then

10 if v < |[V(Gy)| then

1 ‘ My — My U {(v¥,09)};

12 else

13 L Add zero node {y, My — My U {(v¥% {u)};

4 Initialize M « 0;
for (Gp,Gq) eMi,t=0tog—1do
6 | Me MU{(h o)k

17 M — MU My;

-

-
@

Layout Exploration. The configuration parameters (ry, r2) in
Section 3.1 modulate data layout patterns and induce clustered
sparsity in TCU, where r; and r denote the number of consecutive
columns to be merged in B’ and B. The configuration creates dis-
tinct memory-computation trade-offs that necessitate automated
exploration to identify optimal configurations. To systematically
evaluate these configurations, we adopt an analytical model tailored
for stencil computations on TCU [9], shown in Equation 6, 7 and 8.

T= max(Tcompute > Tmemory) (6)
Nypma X CPI;
Teompute = ﬂ\me (7)
datag datay data data
Tmemory - max( R + W, transW + transR) (8)

bwg bwg bwg bwg

Compute Evaluation. As defined in Equation 7, Teompute depends
on Nypma, with CPlyey, f, and Ni¢y, fixed by hardware. Given an
m X n input, a k X k stencil kernel, and a TCU fragment of size
M X K x N, applying (r1,r2) layout morphing yields A’ € R™ ",
B’ € RFX" with m’ = riry, k' = (k+r—1)(k+r; —1),and
’_ (m—k+1) (n—k+1)

rira

. The corresponding MMA count is:

m [k ][n’
N =l—||l=|l= 9
= 5] e[ ”
Substituting Npsar4 into Equation 7 yields Teompute-
Memory Evaluation. SparStencil stores the original input I and
the pre-converted kernel matrix A’ in global memory. As stencil
kernels are typically small, the footprint of A’ is negligible com-

pared to I, which remains layout-invariant and thus independent of
(r1, r2). Consequently, datag and datayy in Equation 8 are constant,

n
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Figure 6: Performance comparison of SparStencil with state-of-the-arts.

while data;yqnsg and datag,gnsw depend on A’ and B’ after layout
morphing:

(10)

We compute Tmemory via Equation 8, and total latency T using
Equation 6. The optimal configuration is selected by exhaustive
search:

m
datasransg = datasransw = k' (E + I’l,)

(11)

(ri,ry) =arg min T(ri,r2)
rireS

For each layout candidate (r1,r2), SparStencil conducts static
graph analysis to construct a conflict graph from the symbolic
sparsity of A’. A provably optimal permutation is then derived via
Algorithm 1 to satisfy the 2:4 sparsity constraint under structural
constraints. The resulting permutation is applied via PIT, yielding
a layout conforming to sparse TCU execution.

Code Generation. With optimal parameters (r1, r2) and the
PIT transformation applied, the resulting irregular stencil patterns
and hardware-specific layouts create highly scattered memory ac-
cess patterns that are impractical to analyze manually. To address
this, SparStencil automates CUDA kernel generation by integrat-
ing metadata encoding, lookup table acceleration, and a highly
optimized CUDA template.

Metadata. Computing sparse matrix multiplication A X B on
sparse TCUs necessitates the generation of metadata to indicate
the positions of non-zero elements in matrix A. The metadata gen-
eration process is straightforward: it involves traversing matrix A,
recording the indices of nonzero elements, and encoding them into
a compact format.

Lookup Table. During layout transformation, computing address
pointer offsets for transferring data from global to shared memory
introduces significant computational overhead due to frequent inte-
ger division and modulus operations, which are inefficient on GPUs.

Table 1: Summary of symbols used in performance modeling.

Symbol Description

Total, compute, and memory time
Shared memory read/write volume

T, Teomputes Tmemory
datayansk / dataansw

Nymma, Nicu MMA operations number, TCUs number
datag / dataw Global memory read/write volume
CPlLy, f Cycles per TCU op, GPU core frequency
bwg, bws Bandwidth of global/shared memory

Moreover, these computations often exhibit redundancy across dif-
ferent processing blocks. To mitigate this, we precompute pointer
offsets on the host and store them in lookup tables, which are then
passed to the CUDA kernel. This approach eliminates redundant
computations, significantly improving memory access efficiency.

Based on prior analysis, SparStencil instantiates optimized CUDA
kernels from a predefined template tailored for memory efficiency,
compute-transfer overlap, and sparse TCU utilization. The kernel
follows a three-stage pipeline: (1) asynchronous loading via lookup
tables to prefetch global memory into shared memory; (2) sparse
MMA execution using metadata, interleaved with the next load
to maximize throughput; and (3) writing results back to global
memory, completing a double-buffered loop.

4 Evaluation

4.1 Setup

Implementation. We implement SparStencil with CUDA C++ and
PTX. SparStencil is compiled with NVCC 12.4.

Machine. Our platform is composed of an AMD EPYC 7543
processor and an Nvidia A100 GPU with sparse Tensor Core. The
A100 GPU is connected to the motherboard via PCle Gen4. The
A100 GPU is equipped with 108 SMs, each containing 4 sparse
Tensor Cores [31].

State-of-the-arts. We compare SparStencil with a wide range
of state-of-the-arts, including cuDNN, AMOS, Brick, DRStencil,
TCStencil, and ConvStencil in FP16. Moreover, considering that
ConvStencil employs 3x temporal fusion for small kernels, SparS-
tencil adopts the same approach in our comparative evaluation to
ensure a fair performance comparison.

Benchmarks. We use various stencil kernels with different
shapes as benchmarks. The specifics are detailed in Table 2 [18, 46].

Metrics. Most works on stencil evaluate performance using GS-
tencil/s [8, 28, 45-48] (Gigastencils per second, denoting the number
of stencil points updated per second) as a metric. We also adopt
this metric, as defined in Equation 12.

T x H?;l N;i

GStencil/s =
t x 102

(12)

where T denotes the number of iterations, n denotes the dimension-
ality of the stencil, N; denotes the size of the i-th dimension, and ¢
denotes the total execution time in seconds.
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4.2 Preprocessing Overhead Analysis

Figure 8 illustrates the overhead associated with metadata, lookup
table, and transformation across different stencils.

Overall overhead is minimal and quickly amortized. For 1D
stencils, a brief spike is observed (1D-5P: LUT peaks near 30%)
but rapidly diminishes. Higher-dimensional stencils, such as Box-
3D27P, show consistently low and stable overhead due to favorable
reuse patterns.

2D stencils (Box-2D9P, Box-2D49P) exhibit a slightly higher
sustained overhead, occasionally exceeding 10%. Compared to 1D
stencils with simpler memory access and 3D stencils with higher
data reuse in tensor cores, 2D stencils have a less optimal balance
between sparsity transformation and computation-to-memory ratio,
leading to relatively higher preprocessing costs.

ANMTINON OO0 HNM TN
B

r2 (column merge)

~

m < ©
R

r2 (column merge)

Figure 9: Performance, sparsity, and compute density across
stencil sizes and layout configurations. Top: Throughput
(left) and sparsity ratio (right) across stencil sizes on dif-
ferent TCU fragments. Bottom: Performance and compute
density over (r1, r2) for two representative 2D stencil kernels.

4.3 State-of-the-art Comparison

Figure 6 compares SparStencil against state-of-the-art baselines.
SparStencil consistently outperforms all reference methods, achiev-
ing 2.89x-60.35x speedup over cuDNN, which lacks Tensor Core

o
[

Relative Compute Density (vs ConvStencil) Relative Compute Density (vs ConvStencil)
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support for stencil patterns and underperforms on one-channel con-
volutions. In contrast, AMOS falls short due to inefficient stencil-
to-TCU mapping.

Against stencil-specialized baselines like DRStencil and ConvS-
tencil, SparStencil retains a clear advantage. On Star-2D13P and
Box-2D49P, it achieves up to 38.89% higher performance, attributed
to reduced memory traffic via layout search and superior com-
pute throughput from sparse TCUs. This synergy of memory and
compute underpins SparStencil’s overall performance lead.

4.4 Performance Breakdown

Figure 7 illustrates the incremental performance gains from each
optimization stage using Box-2D49P as a representative case. Ap-
plying Layout Morphing on dense TCUs yields a 1.58x speedup over
the CUDA baseline, attributed to the superior matrix multiplication
capabilities of dense TCUs. Subsequently, employing PIT to harness
sparse TCUs results in an additional 1.22x speedup, as sparse TCUs
deliver double the computational power of dense TCUs. Notably,
for problem sizes 256 and 768, PIT resulted in 0.79x and 0.90x per-
formance, respectively, as the memory overhead of PIT exceeds
the compute efficiency gains from sparse TCUs at limited scales.
Finally, the application of further performance-boosting optimiza-
tions achieves an additional 1.24x improvement. With this, we have
completed all optimizations in SparStencil.

4.5 Adaptivity and Sparsity Across Varying
Configurations

To better evaluate adaptivity, we omit the 3x temporal fusion used
in Section 4.3, as it masks performance variation for small ker-
nels. Here, we assess adaptivity and runtime sparsity across two
dimensions: varying stencil sizes and diverse stencil patterns.

For varying stencil sizes, as illustrated in Figure 9, SparStencil
consistently outperforms dense baselines across all stencil sizes
and TCU fragments, achieving up to 4.1x speedup and maintaining
sparsity below 60%. Heatmaps show that optimal compute density
emerges in specific (r1, r2) regions, which are effectively discovered
by our automated search. demonstrating the system’s ability to
adaptively align diverse stencil patterns with TCU-efficient layouts.

For diverse stencil patterns, as illustrated in Figure 10, across 79
stencil kernels spanning 9 application domains, SparStencil consis-
tently achieves higher throughput, reaching up to 156.7 GStencil/s
and outperforming cuDNN and ConvStencil by 6.3x and 3.1x on
average, respectively. SparStencil maintains a stable performance,
demonstrating robustness to stencil structural diversity. In terms of
compute density, SparStencil achieves 17.92x and 4.46x over cuDNN
and ConvStencil, respectively. Thanks to its adaptive layout search,
SparStencil effectively reduces memory footprint and maintains
stable performance even under extreme sparsity.

4.6 GPU Resource Utilization Comparison

Figure 11 shows hardware utilization across six metrics. SparSten-
cil achieves higher SM utilization (74.5%) and occupancy (96.9%)
than ConvStencil (18.3%, 61.3%) and cuDNN (59.4%, 88.5%), enabled
by sparsity-aware layout. L1/TEX cache and memory throughput
reach 64.5% and 64.1%, indicating effective on-chip reuse. In contrast,
DRAM throughput (17.5%) and L2 cache activity (52.6%) are lower
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than cuDNN (43.5%, 61.6%). This reduction reflects SparStencil’s
layout-aware access patterns, which promote reuse in L1/shared
memory, reducing dependence on L2 and minimizing global mem-
ory pressure.

4.7 Evaluating SparStencil Beyond FP16:
Performance at FP64

Given that current sparse TCUs lack direct support for FP64 compu-
tation, our primary evaluation mainly focuses on FP16 precision. To
further evaluate its broader applicability, we extend our analysis to
FP64-enabled dense TCUs, benchmarking against state-of-the-art
approaches as shown in Table 3.

Despite the absence of hardware-level sparsity acceleration,
SparStencil consistently outperforms existing methods across all
stencil configurations, achieving speedups ranging from 1.11x to
7.13x. This advantage stems from adaptive layout morphing and
search strategy, which automatically restructures stencil matrices
to optimize computational and memory throughput, ensuring high
efficiency even without specialized sparse TCU acceleration.

These results validate two critical insights: (1) SparStencil re-
mains effective and achieves performance leadership even on dense
TCUs, demonstrating its robustness beyond FP16-restricted archi-
tectures. (2) Future sparse TCUs with FP64 support will further
amplify SparStencil’s benefits, as our sparse-aware optimization
framework is inherently aligned with next-generation hardware
trends.

5 Related Work

The optimization of stencil computations has been extensively
studied on both CPUs [23, 46] and GPUs [27, 34, 37].

On CPUs, vectorization [17, 18, 23, 42], data reuse strategies [36,
40, 50], and tiling techniques, such as diamond [4, 7], time skew-
ing [22, 43], rectangular [39], and tessellating tiling [46], are key
methods for improving performance.

On GPUgs, spatial tiling [13, 26, 50], temporal tiling [6, 14, 19,
29, 35, 41], unrolling [15], prefetching [38], and streaming [37]
techniques effectively leverage GPU parallelism and memory hier-
archies. Frameworks like Brick [50-52] exploit fine-grained data
reuse, while DRStencil [44] applies fusion-partition optimization
for stencil acceleration. Recent research also explores Tensor Cores,
with TCStencil [24] applying them directly, ConvStencil [9] bridg-
ing convolution and stencil computations, FlashFFT [16] restruc-
tures FFT-based stencil computations on TCU and LoraStencil [49]
reduces redundancy through low-rank decomposition of stencil.
Furthermore, libraries like cuDNN [10, 30] optimize stencil-related

Table 3: Performance Comparison of SparStencil and SOTA
methods under FP64 precision across different stencils
(GFlops/s)

Method Heat-2D  Box-2D9P  Star-2D13P  Box-2D49P
AMOS 10.16 10.23 10.51 10.59
cuDNN 64.33 64.57 17.05 17.15
DRStencil 55.46 57.63 50.16 20.28
ConvStencil 65.83 62.76 64.37 63.93
SparStencil 72.49 73.25 71.34 67.28
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Figure 10: Performance and compute density breakdown across 79 real-world stencil kernels spanning 9 application domains.
Top: end-to-end throughput (GStencil/s) of SparStencil, caDNN, and ConvStencil; Bottom: corresponding compute intensity.
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Figure 11: Hardware utilization comparison.

operations, and AMOS [53] maps depth-wise convolutions, equiv-
alent to stencil operations, to hardware units, including Tensor
Cores.

6 Conclusion

This paper presents SparStencil, a novel system leveraging sparse
Tensor Cores for stencil computations via Permutation Invariant
Transformation. It integrates Adaptive Layout Morphing, Struc-
tured Sparsity Conversion, and Automatic Kernel Generation to
optimize stencil computations on sparse TCUs. Evaluations demon-
strate its effectiveness, outperforming state-of-the-art approaches,
with potential benefits for scientific and engineering applications.
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Appendix: Artifact Description/Artifact Evaluation

Artifact Description (AD)

A Overview of Contributions and Artifacts

A.1 Paper’s Main Contributions

C1 This paper introduces SparStencil, the first system to retar-
get sparse Tensor Cores—originally designed for AI work-
loads—to accelerate stencil computations, a fundamental
operator in scientific computing. By bridging the structural
gap between scientific workloads and Al-native hardware,
SparStencil opens a new paradigm for harnessing specialized
accelerators in scientific applications.

C2 We present an innovative Adaptive Layout Morphing tech-
nique, which reformulates diverse stencil patterns into uni-
fied matrix representations, exposing staircase-aligned spar-
sity. This transformation systematically reduces redundant
data accesses and enhances hardware alignment, optimizing
computational throughput.

C3 We introduce a column-wise conflict graph-based approach
for Structured Sparsity Conversion. This method guaran-
tees optimal 2:4 compatibility with sparse Tensor Cores by
leveraging a hierarchical two-level matching algorithm that
resolves alignment conflicts while minimizing zero-padding
and maximizing utilization.

C4 Our system incorporates an advanced compilation frame-
work that automatically explores the best computational
layout, performs memory mapping, and generates high-
performance code for sparse Tensor Cores. This automated
process delivers expert-level optimization without requiring
manual tuning, making it accessible and efficient for diverse
stencil applications.

A.2 Computational Artifacts
A1 https://doi.org/10.5281/zenodo.15279052

Artifact ID Contributions Related

Supported Paper Elements
A1 G Figure 6,7

Cy,C3 Figure 8,9

Cy Figure 10,11

B Artifact Identification
B.1 Computational Artifact A,
Relation To Contributions

The computational artifact A; is a stencil computing system that
implements the core ideas introduced in this paper. It demonstrates
how sparse Tensor Cores can be effectively retargeted for scientific
stencil computations, leveraging Al-native hardware to achieve
substantial speedups. The artifact includes all components of the
SparStencil pipeline—from layout transformation to sparse format
conversion and automatic kernel generation—providing a practical
realization of contributions Ci, Ca, Cs3, and Cy. It further enables
quantitative evaluation across a wide range of real-world stencil
workloads.

Expected Results

This artifact demonstrates that SparStencil enables stencil compu-
tations to effectively exploit sparse Tensor Cores. The experimen-
tal results confirm that (1) stencil workloads benefit significantly
from adaptive layout and sparsity-aware compilation (validating
C1, C2), (2) our graph-theoretic conversion preserves efficiency
across a range of patterns (C3), and (3) our compiler backend con-
sistently delivers expert-level performance without manual tuning
(C4). Benchmarks across 79 stencil kernels substantiate these claims
with speedups up to 7.1x and strong hardware utilization.

Expected Reproduction Time (in Minutes)

The expected computational time of kernel configuration in Table
2 within this artifact on NVIDIA A100 is anticipated to be under 1
minute. However, reproducing Figure 9 and Figure 10 may require
1-2 hours, as they involve automated layout searches across a large
number of diverse stencil kernels to identify optimal configurations.

Artifact Setup (incl. Inputs)
Hardware.
e CPU: AMD EPYC 7V13 processor (or equivalent)
e GPU:NVIDIA A100 Tensor Core GPU (80GB, supports sparse
TCU)

e System: Any Linux system supporting CUDA 12.4+ and
GCC 11.4+

Software.
e CUDA Toolkit: 12.4
e GCC:114.0

Datasets / Inputs. The datasets are provided within the computa-
tional artifact A;

Installation and Deployment. Our artifact is available on Zenodo:
https://doi.org/10.5281/zenodo.15279052. And it can be compiled
using;:

mkdir -p build
cd build

cmake

make

Artifact Execution

The following command serves to execute the compiled

sparstencil shape input_size time_size

where:

e shape specifies the stencil pattern and radius. Valid options
include:
— 1D: 1d1r, 1d2r (corresponding to Heat1D and 1D5P in the
paper)
— 2D: star2d1r, box2d1r, star2d3r, box2d3r (correspond-
ing to Heat2D, Box2D9P, Star2D13P, Box2D49P)

- 3D:star3d1r,box3d1r (corresponding to Heat3D, Box3D27P)
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e input_size defines the spatial dimensions of the problem.
The number of values expected equals the stencil dimension-
ality (e.g., 2 values for 2D, 3 values for 3D).

o time_size denotes the number of iterations (timesteps).

Artifact Analysis (incl. Outputs)

Upon executing the above command, SparStencil will generate
the following outputs, which include computation time and speed
(measured in GStencil/s).

./sparstencil_ box2dlr 10240 10240 10240
SparStencil (2D box_2d1r):

Time = xxx[ms]

GStencil/s = xxx
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We also provide a convenient script to automatically test all
stencil shapes:

e test all.sh

This script compiles the project and executes benchmark tests for
all supported stencil patterns with default configurations.

Artifact Analysis (incl. Outputs)

Upon executing the above script, SparStencil will generate the fol-
lowing outputs, which include computation time and speed (mea-
sured in GStencil/s). We use Box2D9P as an example.

[SparStencil Box_9P] Time = 6007[ms]
321.745944

Artifact Evaluation (AE)

C.1 Computational Artifact A;

Artifact Setup (incl. Inputs)

Our artifact is available on https://doi.org/10.5281/zenodo.15279052.
And it can be compiled using:

mkdir -p build
cd build

cmake

make

Artifact Execution
The CMake output will be as follows:

-- The CXX compiler identification is GNU
11.4.0

-- The CUDA compiler identification is NVIDIA
12.3.107

-- Detecting CXX compiler ABI info

-- Detecting CXX compiler ABI info - done

-- Check for working CXX compiler: /usr/bin/c
++ - skipped

-- Detecting CXX compile features

-- Detecting CXX compile features - done

-- Detecting CUDA compiler ABI info

-- Detecting CUDA compiler ABI info - done

-- Check for working CUDA compiler: /usr/local
/cuda/bin/nvcc - skipped

-- Detecting CUDA compile features

-- Detecting CUDA compile features - done

-- Configuring done

-- Generating done

-- Build files have been written to: /home/
your_path/SparStencil/build

Artifact Execution

Following compilation, an executable file will be generated in the
build/ directory:

e SparStencil

SparStencil can be executed using the following input format:

sparstencil shape input_size time_size
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